
Approximate Shortest Paths Avoiding A Failed

Vertex: Optimal Size Data Structures [1]

Lukas Käppeli
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1 Introduction

The shortest path problem can be divided into two problem categories, namely
the single source shortest paths (SSSP) problem and the all-pairs shortest paths
(APSP) problem. Both problems are well studied and therefore many good
algorithms and data structures are available. The problem is that all these
algorithms and data structures assume a static setting. This means that they
assume a graph, which doesn’t change over time. Clearly this doesn’t apply to
the applications in the real world. Consider a computer network for which we
want to compute routing tables for each node (APSP problem). Since nodes and
links in a computer network are prone to failure, our precomputed data structure
doesn’t help us solving this problem. Thus, we search a data structure which
can handle those failures (and recoveries). This is captured in the following
model. There is an initial graph (on which we compute the SSSP or the APSP)
followed by a on-line sequence of insertion/deletion of edges and shortest path
queries.

It doesn’t seem to be efficient to recompute the data structure after each
update. Therefore our goal is to find a data structure, which can answer distance
queries efficiently and is easy to update upon any edge insertion or deletion. On
the other hand [2] showed that any data structure which reports exact distances
from a single source to any vertex avoiding a single failed vertex will require
Ω(n2) space in the worst case. Thus, to get an optimal size data structure, we
have to allow our data structure to return approximate shortest paths.

In the first part of the paper [1], the authors introduce data structures for
single source approximate shortest paths avoiding any single failed vertex for
weighted and unweighted graphs. In the second part, they show an adapted
version of the approximate distance oracle of Thorup and Zwick [3], which is
capable to report all-pairs approximate shortest paths. As in the talk, the focus
of this report will be on 3-approximate shortest paths and how we can adapt
this idea to get (1 + ε)-approximate shortest paths.

In general, the paper [1] uses quite inconsistent and confusing letters to name
the vertices. Therefore, we will adapt the notation of the journal version [5] of
this paper or change it at all to have a consistent and understandable naming
scheme.
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2 Example

Definition 1: Let G = (V,E) be a undirected graph with n = |V | vertices,
m = |E| edges and a weight function ω : E → R+.

Consider the graph from above, where we omitted the edge weights. Let’s
assume that our failing vertex will be xi. Therefore, the shortest path from
the source r to v will not change when xi fails. To get from r to y, we have
two possible shortest paths and only one of them contains xi. We see, that the
failure of some vertex doesn’t change all existing shortest paths. But if we want
to find a shortest path to t when xi fails, we have to search a new path.

Note that the shortest paths to some vertices aren’t affected by the failure of
another vertex. Therefore it makes sense to partition the graph in some clever
way such that the vertices are kind of grouped by the impact of the failure on
their shortest path to the source. To achieve this, we first build the shortest
path tree rooted at r, denoted by Tr. Let’s do this for our graph from above. 1

Figure 1: The red edges belong to Tr

Now, the question is how we partition the vertices of our tree into different
groups. For this purpose, the paper provides a great technique, which we show
in the next section.

1The shortest path tree can be built with Dijkstra’s Algorithm in O(m + n logn). You
can find a really nice animation how the shortest path tree is built on wikipedia (Article:
Dijkstra’s algorithm).
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3 Single source 3-approximate shortest paths avoid-
ing a failed vertex

• Definition 2: Let P(z, z) denote the shortest path between y and z.
Further, let P(y, z, x) denote the shortest path between y and z avoiding
vertex x.

Note that the length of a path in weighted graphs is the sum over all
weights of the edges on the path.

• Definition 3: A path between x, y ∈ V is a t-approximate shortest path
(for t > 1), if it is at most t times as long as P(x, y).

• Definition 4: Let Tr(x) be the subtree of Tr rooted at x. (See Figure 2)

Figure 2: Tr(xi) for the graph from section 2

We see that only the shortest paths from r to vertices in Tr(xi) will change, if
xi fails. A trivial solution would be to just store P(r, z, xi) for each z ∈ Tr(xi).
Since there are possibly O(n) vertices in Tr(xi) and each path requires O(n)
storage, we would get a data structure of Θ(n2) in the worst case.

3.1 The idea

Instead of solving the problem for Tr(xi), we use a divide and conquer strategy.
We will show that it’s much easier to solve the problem, if we know that the
failing vertex belongs to some path in Tr. Therefore, we partition the shortest
path tree into vertex disjoint paths and try to solve the problem for each path.
We make use of the following lemma:

Lemma 1. There exists an O(n) time algorithm to compute a path P in Tr
whose removal splits Tr into a collection of disjoint subtrees Tr(v1), . . . , Tr(vj)
such that:

• |Tr(vi)| < n/2 for each i ≤ j

• P ∪i Tr(vi) = Tr and P ∩ Tr(vi) = ∅ ∀i

Proof. The algorithm is quite simple. Let T be the set of our subtrees. Initially,
we set T = ∅. Starting at the root, we consider all children x1, . . . , xl of the
current vertex and add every subtree Tr(xi)i∈{1,...,l} to T , except for the largest
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subtree. Let this subtree be rooted at xj . Then add the edge (r, xj) to our
path and continue recursively from xj until we reach a leaf vertex. In this way,
we get our path P . Of course, each subtree has a size less than n/2, since we
always continue partitioning the largest subtree.

• Definition 5: Let δ(y, z) be the length of the shortest path between y and
z. Further, let δ(y, z, x) denote the length of the shortest path between y
and z avoiding vertex x.

• Definition 6: We say that a subgraph (of a graph G = (V,E) ) is induced
by a set S ⊂ V of vertices, if the subgraph consists of all vertices in S and
all edges e = (v, w) ∈ E where v, w ∈ S. From now on, let G[S] denote
such a subgraph. [4]

• Definition 7: Let Gr(x) denote the subgraph G[{w ∈ Tr(x)} ∪ {r}]
expanded with the additional edges from r as follows: For each v ∈
Tr(x) with neighbours outside Tr(x), keep an edge (r, v) of weight =
min(u,v)∈E,u 6∈Tr(x)(δ(r, u) + ω(u, v)).

Figure 3: Gr(xi) for the graph from section 2

Note that not all additional edges are showed in the graphic above. For this
(unweighted) example, the edge w would have weight 4 (from r to y plus the
weight from y into Tr(x)).

How do we now solve the problem exactly? First, we compute the path
P ∈ Tr with the algorithm from the proof of lemma 1. Then, we create the data
structure from the next section, which will be able to report 3-approximate
shortest paths, given that the failing vertex belongs to P . Let v1, . . . , vj be the
roots of the subtrees in T . For each vi, we solve the problem recursively on
Gr(vi). Now it gets clear, why we added the additional edges to Gr(x). If we
would just solve the problem recursively on Tr(vi), we wouldn’t have a path
from the source into the subtree. By adding the additional edges, we keep the
connection to the source r.

By recursively solving the problem, we create the vertex disjoint paths as
showed in figure 4. By traversing from any vertex in Tr to the root, we intersect
at most log n paths. This follows easily from the fact that we recursively split
up the largest subtree, by applying the algorithm from the proof of lemma 1.
Therefore, each vertex v will only store the approximate shortest paths for at
most log n given paths.

4



Figure 4: Partition of Tr into vertex disjoint paths

With this approach, we can build the data structure for retrieving 3-approximate
shortest paths from r to any vertex in the graph avoiding any single failed ver-
tex, by solving the problem under the assumption that the failing vertex belongs
to some given path.

3.2 The failing vertex belongs to a given path P(r,t)

Let P(r, t) = 〈r, x1, x2, . . . , xk, t〉 be the given (shortest) path in Tr. Thus, our
failing vertex will be some xi ∈ P(r, t).

Now we partition the tree Tr into three parts:

• Ui: Tr after removing the subtree Tr(xi)

• Di: The subtree of Tr rooted at xi+1

• Oi: The forest consisting of Tr after removing Ui, xi and Di

Figure 5: Partition of the tree Tr

With this approach, we can now build two data structures of total O(n) size
for retrieving a 3-approximate shortest path from r to any v ∈ Di or v ∈ Oi.
Note that if v ∈ Ui, the shortest path from r to v remained intact and we don’t
have to recompute it.
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3.2.1 Data structure for 3-approximate shortest paths to vertices of
Di when xi has failed

Definition 8: Let P :: Q be the path which results by concatenating P with
Q by using an edge (u, v) ∈ E where u is the last vertex of P and v the first
vertex of Q. (or u = v)

First of all, note that for any vertex y ∈ Di, the shortest path P(xi+1, y)
remained intact and its length is strictly less than δ(r, y).

Lemma 2 (Triangle inequality). For a graph G = (V,E) with positive edge
weights holds:

∀x, v, z ∈ V : δ(r, v) ≤ δ(r, z) + δ(z, v) (1)

∀r, v, x, z ∈ V : δ(r, v, x) ≤ δ(r, z, x) + δ(z, v, x) (2)

Thus, to get an approximate shortest path from r to y ∈ Di, we may travel
from r to xi+1 avoiding xi ( P(r, xi+1, xi) ) and then travel from xi+1 to y
(P(xi+1, y) ). The resulting path is then of the form P(r, xi+1, xi) :: P(xi+1, y).
Now we show that the upper bound perfectly fits to our needs:

δ(r, xi+1, xi) + δ(xi+1, y)

≤δ(r, y, xi) + δ(y, xi+1, xi) + δ(xi+1, y) By Lemma 1, (2)

≤δ(r, y, xi) + 2δ(xi+1, y) Since δ(y, xi+1, xi) = δ(y, xi+1) = δ(xi+1, y)

≤δ(r, y, xi) + 2δ(r, y) By δ(xi+1, y) ≤ δ(r, y)

≤3δ(r, y, xi) By δ(r, y) ≤ δ(r, y, xi)

Therefore, to get a 3-approximate shortest path to any vertex y ∈ Di, it’s
enough to store P(r, xi+1, xi). The structure of this path is formalized in the
following lemma.

Lemma 3. The shortest path P(r, xi+1, xi) is of the form P1 :: P2 where P1 is
a shortest path from r in G[Ui ∪Oi] and P2 is a path present in Di.

Proof. Let z be the first vertex of the path P(r, xi+1, xi) which is in Di. Let
P1 = (r, . . . , u) and P2 = (z, . . . , xi+1) such that P1 :: P2 = P(r, xi+1, xi). Note
that P1 is a shortest path from r into G[Ui ∪ Oi]. By the optimal subpath
property we have that P2 = P(xi+1, z, xi) = P(xi+1, z) ∈ Di. Note, that the
optimal subpath property states that each subpath of a shortest path is again
a shortest path between it’s endpoints.

To compute P(r, xi+1, xi), we have to compute the shortest paths from r to
all vertices v ∈ G[Ui∪Oi]. It’s easy to see that if v ∈ Ui, the shortest path is the
same as in Tr and nothing has to be done. Now, to get the shortest paths from
r to vertices of Oi, we simply build a new shortest path tree, denoted by Tr(Oi),
which is computed for G[Oi ∪ {r}]. Further, we add the following additional
edges to Tr(Oi):

For each o ∈ Oi with at least one neighbour in Ui, we add an edge (r, o)
with weight = minu∈Ui,(u,o)∈E(δ(r, u) + ω(u, o)). This is needed to ensure that
if there exists a path from r to Oi via a vertex in Ui, which is shorter than the
direct path, we don’t loose this shorter path.
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Let δi(r, v) denote the distance from r to any v ∈ G[Ui ∪ Oi]. By Lemma
3, we know that the first vertex of P(r, xi+1, xi) which belongs to Di is some
vertex z, with the following property:

z minimizes δi(r, u) + ω(u, z) + δ(xi+1, z) for all (u, z) ∈ E, u ∈ Ui ∪Oi, z ∈ Di

But why does the vertex z exactly minimize this sum? Note that for t ≥ 1:

δi(r, u) + ω(u, z) + δ(xi+1, z) = tδ(r, xi+1, xi)

Of course, we know from our calculation above that t ≤ 3. Further δ(xi+1, z)
corresponds to the path P2 from Lemma 2 and δi(r, u) corresponds to the (short-
est) path P1 from Lemma 2. Since P(r, xi+1, xi) is a shortest path and by ap-
plying the optimal subpath property twice, we get the proof that the sum above
is minimal for the chosen vertex z.

Let ei denote this edge (u, z) from above for the index i of the failing vertex
xi. We can now construct our data structure straight forward. The vertex xi+1

stores the path P(r, xi+1, xi) by just storing the edge ei and the tree Tr(Oi).
Further, for all i, the subtrees Oi don’t have any vertices in common. To verify
this, we can look at Figure 5 and see that if we change the failing vertex to
some xj , Oj contains no vertex from Oi and vice versa. Therefore the total
space requirement will be O(n).

3.2.2 Data structure for 3-approximate shortest paths to vertices of
Oi when xi has failed

In order to achieve this, we can use the approximate shortest paths to Di, as
computed above. To show this, we have to construct the subgraph G[Oi ∪ {r}].
We will later on add some additional edges to this graph, and will denote this
graph by Gr(Oi).

Lemma 4. The shortest path tree from r in the graph Gr(Oi) will store 3-
approximate shortest paths from r to all v ∈ Oi avoiding xi.

Proof. Consider the path P = P(r, o, xi) for any o ∈ Oi:

• P does not go through Di: Then there exists a path with length δ(r, o, xi)
in Gr(Oi). If the path P directly goes into Oi, it is by the construction of
Gr(Oi) a shortest path. But if P passes through Ui, we have to add some
edges while constructing Gr(Oi):

- For each o ∈ Oi with at least one neighbour in Ui, we add an edge (r, o)
with weight = minu∈Ui,(u,o)∈E(δ(r, u) +ω(u, o)). Note that this is exactly
the same addition as in the previous data structure.

Since these added edges have a minimal weight, this will result in a shortest
path as well.

• P goes through Di: Let us first add some edges to Gr(Oi):

- For each o ∈ Oi with at least one neighbour in Di, we add an edge (r, o)

with weight = minu∈Di,(u,o)∈E(δ̂(r, u, xi) + ω(u, o)), where δ̂(r, u, xi) is
the 3-approximate distance to u, upon failure of xi. It’s very important
to realize that we here use the data structure from the last section. This
is formalized in the Observation 1.
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Let (u, v) be the last edge on P with u ∈ Di, v ∈ Oi. Then, the prefix of P
until vertex v is by the optimal subpath property a shortest path from r to
v avoiding xi with weight δ(r, u, xi)+ω(u, v). Note that we already added

the edge (r, v) above and assigned a weight of δ̂(r, u, xi) + ω(u, o) to it.

Since δ̂(r, u, xi) is a 3-approximate shortest path, we know that the prefix
of P is at most 3 times longer in Gr(Oi). The suffix of the path P (from v
to o) is then completely included in Gr(Oi) and therefore a shortest path.
Thus, the path from r to o in Gr(Oi) is an 3-approximation of P(r, o, xi).

Figure 6: Schema of Gr(Oi). 1 is an example of an added edge for o ∈ Oi with
an neighbour in Ui and 2 for o ∈ Oi with neighbour in Di.

Observation 1. If we can design a data structure for retrieving 3-approximate
shortest paths from r to vertices of Di upon failure of xi, then it can also be used
to design a data structure which can support retrieval 3-approximate shortest
paths to all vertices of the graph upon failure of xi.

Thus, to report the approximate shortest paths, the data structure stores
the shortest path tree for Gr(Oi) for each possible index i (e.g xi is the failing
vertex). Together with Tr and the data structure from the previous section,
we’re able to report a 3-approximate shortest path from r to any o ∈ Oi when
xi fails. As in the data structure from the previous section, the subtrees Oi
don’t have any vertices in common and the space requirement will again be
O(n).
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3.2.3 Query answering

The algorithm will require answers to Lowest Common Ancestor (LCA)-queries
on Tr. These LCA-queries can be answered in O(1) by using a O(n) time
computable O(n) size data structure [6]. The key idea there is to this problem
to the Range Minimum Query (RMQ) problem. This is done by visiting the
vertices of the tree in an Euler Tour and store the indices of the visited vertices
in an array. Then the outcome of the RMQ between the two vertices (where we
want to find the LCA) on the computed array will determine the LCA. 2

A query requests a 3-approximate shortest path from r to v avoiding xi ∈
P(r, t). To answer the query, we first use an LCA-query for v and xi in Tr. If
LCA(v, xi) 6= xi, the shortest path P(r, v) is unaffected by the failure of xi.
Else, we determine if v ∈ Di or v ∈ Oi and use the corresponding data structure
to report the requested path. Note that the query gets answered in optimal
time in the sense that it requires only time in the order of number of edges in
the resulting path.

3.3 Analysis

Theorem 1. An undirected weighted graph G = (V,E), a source r and a short-
est path P ∈ Tr can be processed in O(m+n log n) time to build a data structure
of O(n) space which can report 3-approximate shortest paths from r to any v ∈ V
avoiding any single failed vertex from P .

Proof. The size of the data structure and it’s properties follow directly from
this section. The only thing to prove is the preprocessing time. To build an
shortest path tree, we can use Dijkstra’s algorithm with Fibonacci heaps which
needs O(m + n log n). Then to build the two data structures we simply build
again shortest path trees which goes again in O(m + n log n). Further we add
to both data structures additional edges, which have to be computed. The
key idea there is to exploit the fact that (Ui, Di, Oi) has a lot of overlap with
(Ui+1, Di+1, Oi+1). This is used by an incremental computation of the edges.
Therefore, we use a heap data structure storing vertices. When computing
the weight of an additional edge (yi, zi), the heap consist of the vertices in Di

with keys that are the needed minimum weight. Then to create the heap for the
vertices in Di+1, due the mentioned overlap, just a few updates are needed.3

At the beginning of this section, we saw that each vertex only stores this
data structures for O(log n) paths. Using this fact and Theorem 1, we get to
the following theorem:

Theorem 2. An undirected weighted graph G = (V,E) can be processed in
O(m log n+n log2 n) time to build a data structure of size O(n log n) which can
answer, in optimal time, any 3-approximate shortest path query from a given
source r to any vertex v ∈ V avoiding any single failed vertex.

2In [6], they show the reduction in more detail and easily understandable.
3For a more detailed version, I have to refer to the journal version [5].
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4 Single source (1+ε)-approximate shortest paths
avoiding a failed vertex

Due complexity and space limitations, this section will not be as detailed as the
last one. This means that we will not prove theorems and lemmas. The proofs
are available in the journal version of the paper [5].

In the previous section, we created a data structure, which was able to report
3-approximate shortest paths from a source r to any vertex in the graph upon
failure of another vertex. We now try to tighten this stretch factor 3 down to
(1+ ε) for some ε > 0. To achieve this, we have to restrict the graph G = (V,E)
to be unweighted (ω(e) = 1,∀e ∈ E). Further we partition the shortest path tree
Tr into the same three parts Ux, Dx, Ox, where x denotes the failing vertex. In
the previous section, we saw that a data structure for retrieving 3-approximate
shortest paths for vertices of Ox upon failure of x, can be build using the data
structure for retrieving 3-approximate shortest paths for vertices of Dx. But we
can even tighten this approximation factor to (1 + ε). Thus if we have a data
structure for retrieving (1 + ε)-approximate shortest paths from r to vertices of
Dx upon failure of x, then it can also be used to design a data structure which
can support retrieval (1 + ε)-approximate shortest paths to all vertices of the
graph upon failure of x.

Notation

• The paper introduce the notation level(v) to denote the distance between
r and v in Tr. This is exactly the same as δ(r, v).

• Let uchild(x) denote the root of the subtree Dx. Thus this is analogous
to xi+1 from the previous section.

Motivated by Observation 1, we will just create the data structure for (1+ε)-
approximate shortest paths to vertices v ∈ Dx. Note that this data structure was
able to report a path of length δ(r, uchild(x), x)+δ(uchild(x), v) ≤ δ(r, v, x)+
2δ(uchild(x), v).

Lemma 5. If δ(uchild(x), v) ≤ ε
2δ(r, v) then δ(r, v, x) + 2δ(uchild(x), v) ≤

(1 + ε)P(r, v, x),∀ε > 0 and thus is a (1 + ε)-approximate shortest path.

Thus we can use the same data structure as in the previous section and only
have to build an additional data structure for the case when δ(uchild(x), v) >
ε
2δ(r, v). This data structure has to ensure that we can efficiently find an an-
cestor w of v lying on P(x, v), such that w is much closer to v than r is and
stores an (1 + ε)-approximate shortest path to r avoiding x. Let us denote such
vertices w as special-vertices.
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4.1 Constructing the set of special vertices

The main idea is to partition Tr into distinct levels and chose the set of special
vertices for each level of the tree such that we only take the most important
vertices into the set. This is achieved in the following way:

Let L be a set of integers such that L = {i|b(1 + ε)ic < h}, where h denotes
the heigh of Tr. Then we build for each i ∈ L (e.g each level) the set

Si = {u ∈ V |level(u) = b(1 + ε)ic ∧ |Tr(u)| ≥ εlevel(u)}

The set of all special vertices, denoted by S, is just the union over all Si, i ∈ L.
Further, let S(v) denote the nearest ancestor of v which belongs to the set S
and let for u ∈ S : V (u) = {v ∈ V |S(v) = u}. With this approach, for each
vertex in V (u), u will be the special vertex for it.

By this construction of S, it’s easy to see that upon failure of x ∈ P(r, u), u
will store the data for the approximate shortest path to the source. Then every
vertex in V (u) can query this data from the special vertex u.

Figure 7: The partition of Tr into levels
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4.2 The data structure for a special vertex

Definition (Detour): Let x ∈ P(r, y). When x fails, the path P(r, y, x)
will be of the form P(r, a) :: pa,b :: P(b, y), where δ(r, a) < δ(r, x) < δ(r, b) <
δ(r, y). Further pa,b and P(a, b) only have their endpoints as common vertices.
Then pa,b is called the detour associated with the shortest path P(r, y, x).

Now we describe the data structure which will be stored at the special vertex
v with level(v) = b(1 + ε)ic which is able to report approximate shortest paths
from r to v upon failure of any vertex x ∈ P(r, v). Let the special vertex v′

be an ancestor of v. Note that according to the definition of S, v′ is in level
b(1 + ε)i−1c.

If x ∈ P(v′, v), by Lemma 5, the data structure from the last section already
stores a (1 + ε)-approximate shortest path.

For the case x ∈ P(r, v′), x 6= v′, need some other approach. Let pa,b be the
detour associated to P(r, v, x). This detour can be one of the two types from
the figure below.

Figure 8: The two types of detours

Handling of detours of type I: Let w ∈ S be the highest ancestor of
v such that the level of level(w) ≥ level(b). In this case, pa,b is also a detour
associated to r,w,x and w already have stored the needed detour. Therefore,
v will only keep a pointer to w.

Handling of detours of type II:

Observation 2. Let α1, α2, . . . , αt be the vertices on P(r, v) (in increasing order
of their levels) such that the shortest detour corresponding to P(r, v, αi) is of
type II ∀i, then:

δ(r, v, α1) ≥ δ(r, v, α2) ≥ · · · ≥ δ(r, v, αt)

First, this observation leads to the fact, that we don’t have to store each
detour associated with P(r, v, αj). Because if δ(r, v, αi) ≤ (1 + ε)δ(r, v, αj) for
any i < j, we can simply store P(r, v, αi) as the (1 + ε)-approximate shortest
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path. Second, the observation implies that each special vertex only have to store
O(log n) paths for all detours of type II. Further, we also don’t have to store
paths P(r, v, x) ≥ 1

ε level(v), because by lemma 5, we can use the data structure
from the previous section. This altogether leads to the following theorem.

Theorem 3. Given an undirected unweighted graph G = (V,E), a source r ∈ V ,
and any ε > 0, we can build a data structure of size O( nε3 log n) that can report
(1+ε)-approximate shortest paths from r to any z ∈ V avoiding any failed vertex
in optimal time.

5 Conclusion

Khanna and Baswana introduced an interesting data structure for approximate
shortest paths. In my opinion, their result could be the basis for data structures
in computer networks which could faster update routing tables upon failing
nodes. Of course the results which we saw in this report only cover the failure
of a single vertex and return only shortest paths for a single source. But in
certain networks this can still be some form of error handling mechanism.
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